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1 Plankton Ecosystem Model

1.1 Dynamical model equations

x(ti+1) = Mi [x(ti), θ, I] (1)

with the model’s state vecor (x) with k=1,...,13 variables and the non-linear dynamical
model operator (M) that also depends on environmental (forcing) information data (I)
and on parameter values (θ, e.g. rate constants, physiological constants). The model’s
state variables are: 1) & 2) DIC & DIN (dissolved inorganic carbon and nitrogen), 3) &
4) PhyN & PhyC (phytoplankton nitrogen and carbon biomass), 5) CHLa (chlorophyll
a concentration), 6) & 7) ZooN & ZooC (zooplankton nitrogen and carbon), 8) & 9)
DetN & DetC (detritus nitrogen and carbon), 10) & 11) DON & DOC (dissolved organic
nitrogen and carbon, 12) dCCHO (carbon of fresh and labile polysaccharides), 13) TEP-
C (carbon of transparent exopolymer particles).

1.2 Observations

The vecor of observations (yo) need not be identical to x at respecive times ti. The
corresponding mapping from k model state variables to j observables (from k’s to j’s)
can be described by an observation operator Hi at times (dates of observations) ti:

yo(ti) = Hi [x(ti)] + εi (2)

Here the H has j× i (5 × 23) dimensions (5 variables observed at 23 dates of sampling):

Hi =


DICi = (CO2)i + (HCO−3 )i + (CO2−

3 )i
DINi = (NO−3 )i (nitrate)
CHLai = (chlorophyll a)i
PONi = (PhyN + ZooN + DetN)i
POCi = (PhyC + ZooC + DetC + TEP-C)i

 (3)
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1.3 System variability (εi)

The system noise here does not only consist of measuremental and methodological er-
rors but contains a variability signal from differences between mesocosms in plankton
dynamics. These differences can be explained by having small variations between the
mesocosms during their filling (or when closed). We assume that measurement errors are
small compared to the variations seen between mesocosms. Hence. data are 1) serially
correlated in time (auto correlated) and 2) are correlated between observed variables
(e.g. an elevated DIN signal comes with a lowered CHLa concentration). We find higher
correlations (ρ) during the pre-bloom growth period than during the post-bloom period.
Therefore two correlation matrices (Cgrowth and Cpost−bloom) are used for those distinct
periods. The covariance matrices (Ri) vary between dates of observation according to
observed standard deviations and the correlations during the two respective periods
(growth- and post-bloom phase). At dates of observation (ti) covariance matrices (j×j)
are calculated as:

Ri =


σ2

DIC ρ1,2σDICσDIN ρ1,3σDICσCHLa ρ1,4σDICσPON ρ1,5σDICσPOC

ρ1,2σDICσDIN σ2
DIN . . .

ρ1,3σDICσCHLa . σ2
CHLa . .

ρ1,4σDICσPON . . σ2
PON .

ρ1,5σDICσPOC . . . σ2
POC

 (4)

Note that this is is not a k × k matrix, since there are more model state variables than
types of observations.

2 Calculation of model-data misfit (cost- and χ2-function)

2.1 Bayes’ theorem

We start with Bayes’ rule:

prob(θ∗|yo, x) = prob(yo|θ∗, x) · prob(θ∗|x)

prob(yo|x)
(5)

The posterior probability distribution of “optimal” model parameter values θ∗ is con-
ditional, as it depends on the data and the imposed model dynamics (M [x, I]), which
includes the input of environmental information (I). This posterior distribution is equal
to the product between a likelihood (probability of describing the data with a given set of
model equations and their parameters) and a prior (the probability of possible or reliable
parameter values, e.g. as found in another study) divided by the evidence (the proba-
bility of data description and interpretation with a given model). The denominator, the
evidence, does not matter during maximization of the posterior probability if we con-
sider one data set and one particular model. It does, however become relevant, if we are
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to compare between different models (e.g. of different complexity) to explain the same
data. This paticular aspect is not addressed here and we can therefore state:

prob(θ∗|yo, x) ∝ prob(yo|θ∗, x) · prob(θ∗|x) (6)

If we assume Gaussian probabilities, and if we write xoi = Hi [x(ti)] for the model coun-
terparts to observation at dates ti, then the likelihood and the prior are:

prob(θ∗|yo, x) ∝
Ni∏
i=1

exp
[
−1

2(yoi − xoi )
TR−1

i (yoi − xoi )
]√

(2π)Nj det(Ri)

·
Np∏
l=1

exp
[
−1

2(θg − θ)TB−1
θ (θg − θ)

]√
(2π)Np det(Bθ)

(7)

with θg being a Np-dimensional model parameter vecor with “best” guess values as ele-
ments. The uncertainties of θg are expressed with the parameter covariance matrix Bθ.

For reason of time (regarding the exercises), we will assume a uniform, flat prior (prob(θ∗|x)
= 1). This way our relationship further reduces to a maximum likelihood approximation
of the posterior prob(θ∗|yo, x):

prob(θ∗|yo, x) ∝
Ni∏
i=1

exp
[
−1

2(yoi − xoi )
TR−1

i (yoi − xoi )
]√

(2π)Nj det(Ri)
(8)

Eventually, with our approach we will specify parameter identifiabilities (or non-identifiabilities),
which means that we will obtain information that should then feed into such a prior pa-
rameter covariance B (e.g. in order to resolve the high-dimensional shape of the posterior
distribution with MCMC).

The denominator of Equation (8) does not depend on model results and thus does not
depend on model parameter variations; it is a constant value that varies with the number
of observations and the assumed covariances. We can then write:

prob(θ∗|yo, x) ∝ constantΠ ·
Ni∏
i=1

exp

[
−1

2
(yoi − xoi )

TR−1
i (yoi − xoi )

]
= L (9)

We talk of maximum likelihood parameter estimates if we maximize the likelihood in
Equation (9), which is then consider as being tantamount to maximizing the posterior.
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2.2 From maximization of probability to mininzation of cost function

In practice, rather than maximising the likelihood distribution we consider the negative
natural logarithm of the likelihood and minimize the non-constant term:

−loge(L) = constantΣ + J∗ = constantΣ +

Ni∑
i=1

1

2
(yoi − xoi )

TR−1
i (yoi − xoi )

= constantΣ +
1

2
χ2

(10)

or

χ2 = constantΣ − 2 · loge(L) =

Ni∑
i=1

(yoi − xoi )
TR−1

i (yoi − xoi ) (11)

In the following we will use for our cost function: 2 · J∗ = J = χ2 !!

3 Determination of confidence regions or regions of credi-
bility

3.1 General prerequisite

For the maximum likelihood estimate of the parameter vecor θ we find the following
conditions:

θ∗ = arg min[χ2(θ)] or arg min[J(θ)] (12)

which is when

∇θJ
∣∣∣∣
θ=θ∗

= 0 (13)

and the curvature (sensitivity) should reveal that we are dealing with a minimum or at
least have some flat plateau (insensitive) region of J :

∇T∇θJ
∣∣∣∣
θ=θ∗

≥ 0 (14)

3.2 Confidence interval (region)

In terms of parameter estimation the confidence region (interval) is reflecting the dis-
tribution (distance) of an optimal parameter estimate θ∗ relative to the true value θt.
As we do not know the true parameter values we postulate that the distribution (θ∗

relative to θt) is approximately represented by the distribution of θ∗ relative to optimal
parameter estimates (θr∗) that would be obtained if we had repeated an experiment of
same kind many more times and if we had gathered same sort of experimental data.

For a large number of repeated experiments we will find for every element (with index
l) of the parameter vecor:

(θtl − θ∗l ) ≈ (θ∗l − θr∗l ) = θ∗l ± u±l (15)
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The central task is to find a the limits that confine the uncertainty range u±l . Let us say
we expect the true parameter value θtl to be within such interval with a probability of 95
%. Thus, the range of uncertainty in the parameter estimates is always associated with
an expected probability that sets the level of confidence (e.g. set by a 1−α quantile, Q).
For any level of confidence (Q) provided, the interval can be asymmetric around θ∗l and
the uncertainty is then given by a lower- and an upper limit [θl−u−l ,θl+u

+
l ]. When both

u±l tie down an interval that describes reliable parameter values we can talk of a case
where the parameter is identifiable and its value can be generally estimated; we expect
to have the true parameter value within the specified region of confidence. If either u−l
or u+

l (or both) become infinite we face the problem of parameter non-identifiability and
a parameter value cannot be determined. It means that either the model structure is
inadequate or the available data are insufficient to confine a region of possible parameter
values. The parameter values are unconstrained unless we introduce additional prior
information, e.g. a value that comes from purely theoretical considerations or that had
been determined during another study.

A common approach is to derive u±l from the so-called quadratic approximation. It
means that Equation (14) can be well described by second derivatives of a quadratic
function around θ∗, which becomes obvious from the second order term of the Taylor
expansion of the cost function in the vicinity of J(θ∗):

J(θ) = J(θ∗) + (0) +
1

2

Np∑
l=1

Np∑
m=1

∂2J

∂θl∂θm

∣∣∣∣
θ=θ∗︸ ︷︷ ︸

its inverse is related to u±l

(θl − θ∗l )(θm − θ∗m) + . . . (16)

The first order term of the Taylor expansion is zero, as the optimum condition (Equa-
tion 13) is fulfilled by definition for optimal parameter estimates. With the quadratic
assumption we connect information between the sensitivity (curvature) of the cost func-
tion J to parameter variations (called Hessian matrix, H) with the range of uncertainty
u±l . To establish this connection we further require information about the level of con-
fidence (Q) described before. We therefore need to determine the 1-α quantile (Q) of
the distribution of “optimal” J values. In some cases we can assume all data to be
independent of each other. Then the distribution of “optimal” J would be represented
by a standard χ2-distribution with a prescribed degree of freedom (df). The confidence
limits (of a χ2-distribution) can be looked up in tables, typically listed for 68%, 95%,
and 98% quantiles for different dfs. For uncorrelated data df is typically set to the
number of observations minus number of those model parameters that were subject to
optimizing/minimizing J . However, in our case (exercises) the data are correlated and
we have distinct covariances, which results in some effective degree of freedom dfe that is
smaller than the df when assuming independence of data. As far as the confidence limit
Q has been specified for a given J we can calculate u±l with the inverse of the Hessian
matrix:

u±l =
√
Q ·Bll (17)

5



with
B = H−1

The marginal uncertainties u±l of the l’th element of the parameter vecor is set equal
to the l’th diagonal element of the inverted full Hessian matrix. With this assumption
we postulate a symmetric curvature around J(θ∗) and we have u±l = u−l = u+

l . These
marginal uncertainties u±l can be visualized for two parameters (2D) with an ellipse.

Equations for numerical approximations of the Hessian matrix will be given and then
it will describe how Q can be determined with a resampling strategy.

3.3 Approximation of the Hessian matrix

The Hessian matrix (Np × Np) consists of second derivatives of the cost function with
respect to the parameter values. Off-diagonal and diagonal elements are

Hlm = ∂2J
∂θl∂θm

(18)

Hll = ∂2J
∂θ2
l

(19)

Approximations of the Hessian can be obtained along with parameter optimization al-
gorithms with variable metric for adjusting stepsizes in a high-dimensional parameter
space. For example, the Levenberg-Marquardt (LM) algorithm is approximating the
Hessian matrix and provides an updated Hessian matrix at the minimum of J . This in-
formation can be retrieved and can be used to calculate the error margins of the optimal
parameter vecor θ∗. In cases where an adjoint model is available for any sort of gradient
search algorithm, the Hessian can be approximated numerically by using first derivatives
of J with respect to the parameters in the vicinity of θ∗. Each diagonal element (indexed
with ll accordingly) of a Hessian matrix can be approximated numerically with central
differences:

∂2J

∂θ2
l

≈ Hll =
1

4θ

 ∂J

∂θl

∣∣∣∣∣
θl+

4θ
2

− ∂J

∂θl

∣∣∣∣∣
θl−4θ2

 (20)

An adjoint model provides ∂J
∂θl

, thus two adjoint model runs are needed for every pa-
rameter to calculate the diagonal elements. After approximating diagonal elements of
the Hessian matrix, we apply can also calculate off-diagonal elements (Hlm) with central
differnces. Again, based on the adjoint model’s first derivatives of the cost function, the
associated second derivatives can be derived numerically:

∂2J

∂θl∂θm
≈ Hlm =

1

24θ

 ∂J

∂θm

∣∣∣∣∣
θl+4θ

− ∂J

∂θm

∣∣∣∣∣
θl−4θ

 (21)

In the absence of an available adjoint model, the gradients ∂J
∂θl

must also be approximated
numerically. If again central differences are applied the diagonal elements

Hll =
1

4θ2
[J(θl +4θ) + J(θl −4θ)− 2J(θl)] (22)
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With different increments (4θl and 4θm) we can write:

Hlm =
1

44θl4θm

[
J(θl +4θl, θm +4θm) + J(θl −4θl, θm −4θm)

− J(θl +4θl, θm −4θm)− J(θl −4θl, θm +4θm)

]
(23)

3.4 Resampling strategy to determine confidence/credibility limits (Q)
of a cost function J

We have learned that the marginal uncertainties u±l are associated with Q (e.g. see
Equation 17). Furthermore, we already know that the effective degree of freedom (dfe)
might be smaller than the number of observations minus the number of model parameters
due to correlations between observations. The question is: How do can we retreive
information about the distribution:

J(θt)− J(θ∗) ≈ J(θ∗)− J(θr∗) < 4α (24)

Here θr∗ is another optimal parameter vecor that we expect to find if we had same sort of
data but from another study with identical experimental design with same environmental
conditions (see Equation 15). To mimic or emulate apparent repeated studies we can
apply a resampling strategy where new data sets are randomly generated based on
statistical information available from the original experiment. Relevant information is
given by the mean values at dates of observation (ti together with the corresponding
covariances Ri (as given in Equation 4). Instead of choosing a standard χ2-distribution
together with df or dfe to specify the confidence limit Q, we generate our own probability
distribution from a large number of resample data sets (that are statisticall insignificantly
different from the original data). The better the original covariance information and
the larger the number of resample data sets the better the probability distribution.
In practice we derive the probability distribution of J(θ∗) as a non-parametric kernel
density estimate of distinct values of J(θr∗).

The upper confidence limit Q̂ for J(θ∗) is found when the left-sided integral of the
non-parametric kernel density estimate has approached (1-α),

in our case the 95% confidence level (α=0.05). For any other optimal cost function
value J that was obtained with data of a repeated experiment we expect the following
condition to be fulfilled:

J(θr∗) ≤ [J(θ∗) +4α] ≤ Q̂ (25)

Different Q̂’s are obtained for different cost functions, depending on the statistical as-
sumptions, e.g. independence of all data.

3.5 Profile screening — a simplistic description

The screening approach is based on the theory of profile likelihood (JPL), e.g. described
and applied in Raue et al. (2009). A profile likelihood is screening the full parameter
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space to find the minimum of J while one parameter of interest is gradually stepwise
departing from its best estimate θ∗l . The stepwise departure away from the optimum
value should happen to both sides. At each step (away from its minimum) the other
parameters are reoptimized. Once the stepwise departure is far enough so that the
optimization of the other parameters does not yield a cost function below/equal to the
cost function’s confidence limit Q then the error margin has been identified. In general
we can write the profile likelihood screening approach as:

JPL(θ∗l ± n · 4l) = arg min[J(θm6=l)] (26)

It is generally simple to understand but needs to be intelligently implemented to work
efficiently. By efficient it is meant that the number of iterations (n steps or model-
and cost function calls) should remain much smaller than, for instance, a Markov Chain
Monte Carlo (MCMC) method to derive posterior error limits (marginal errors) of model
parameter estimates.

4 Model parameters of the exercise and how they enter
the parameterizations

Below, those model equations are given that include the parameters we have been looking
at.

4.1 Photosytnthesis and carbon assimilation by algae

Sphot = Pmax ·

[
1− exp

(
−
αphot · CHLa

PhyC · PARave

Pmax

)]
; [d−1] (27)

with a temperature and quota dependent maximum potential photosynthetic rate Pmax =
Pcm · qphy · Tf [d−1].
Depth averaged (here, upper z=2 meters) photosynthetic radiation (PARave):

PARave = − I0

(κ · z)
exp (−κ · z)− 1.) ; [Wm2] (28)

with irradiance (PAR) at the surface (I0) and a prescribed light attenuation coefficient
(κ).
Cell quota regulation (allocation of “free”/available resources):

qphy = (qNC − q0)/(qmax − q0)); [] (29)

with the cellular nitrogen-to-carbon ratio (qNC), subsistence quota (q0) and a maximum
N:C quota (qmax).
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4.2 Aggregation of phytoplankton cells and dertritus

The actual aggregation rate is equal to the probability of two colliding particles to stick
together and the collision rate:

σstick · βcoll = Φagg; [m3(mmolN)−1d−1] (30)

Here, we cannot distinguish between both and can only estimate their combination
(Φagg). The aggregation equation eventually becomes:

A = Φagg · (DetN + PhyN) ; [d−1] (31)

4.3 Affinity-based nutrient uptake of algae

V =
Vmax ·DIN(
Vmax

Affinity
+DIN

) ; [d−1] (32)

with the affinitiy for nitrogen uptake (Affinity) and a quota dependent logistic downreg-
ulation of the potential maximum DIN uptake rate:

Vmax =
Pmax · Tf · qmax

(1 + exp (−1000 · (qmax − qNC))
; [d−1] (33)
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Eigendecomposition of Hessian with parameter vector θ = (θ1, θ2, · · · , θN )

H = QΛQ−1 (34)

Q = N × N matrix with eigenvectors qi as columns. For Q being orthogonal we can
also write:

H = QΛQT (35)

Q =

 q1(θ1) q2(θ1) · · · qN(θ1)
...

... · · ·
...

q1(θN) q2(θN) · · · qN(θN)

 (36)

and

Λ = diagonal matrix with Eigenvalues λi:

Λ =


λi=1 0 · · · 0

0 λi=2 · · · 0
...

...
. . .

...
0 0 · · · λi=N )

 (37)

λ1 −→ q1 = (q1θ1 , q1θ2 , · · · , q1θN )
λ2 −→ q2 = (q2θ1 , q2θ2 , · · · , q2θN )
λ3 −→ q3 = (q3θ1 , q3θ2 , · · · , q3θN )
...

...
λN −→ qN = (qNθ1 , qNθ2 , · · · , qNθN )
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