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ABSTRACT
Quantitative information derived from scientific documents pro-
vides an important source of data for studies in almost all domains,
however, manual extraction of this information is very time con-
suming. In this paper we will introduce a system Geo-Quantities
that supports the automatic extraction of quantitative, spatial and
temporal information of a given measurement entity from scientific
literature using text mining techniques. The difficulty of automatic
measurement recognition is mainly caused by the diverse expres-
sions in the papers. Geo-Quantities offers an interactive interface
for the visualization of extracted user-defined information, in par-
ticular spatial and temporal context. In our demonstration, we will
showcase the capabilities of our system by retrieving measurements
such as “mass accumulation rates” and “sedimentation rates” from
scientific publications in the field of marine geology, which could
have high impact in studies for building global mass accumulation
rate maps. For training and evaluation of Geo-Quantities we use a
corpus of domain-relevant papers.

CCS CONCEPTS
• Applied computing → Document management and text
processing; • Computing methodologies → Information ex-
traction.
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1 INTRODUCTION
The availability of data is rapidly increasing, while data driven
research approaches still suffer from the problem that observations
are often not collected in central accessible databases. For example
in the Marine Science field the extraction of mass accumulation
rates (MARs) at the seafloor are a good example. This fundamental
parameter has been measured since more than one hundred years
at numerous locations around the globe. However, the MAR data
were never compiled in a database but reported in a very large
number of individual publications.

In general, scientific publications are the primary source of in-
formation dissemination among research communities. With the
increase in the number of scientific publications in every domain it
is becomingmore andmore challenging for researchers to study and
extract all relevant information, especially the quantitative informa-
tion from inline text. Though, publications are well-structured and
the inline text carries information in various forms, to study and
pursue relevant information from these publications often requires
plenty of efforts, time as well as domain expertise [2]. Quantitative
information in scientific publications, like MAR, could be anywhere,
and may appear in different arrangements as well as different sec-
tions of the source documents, e.g. inline text, tables, diagrams,
metadata, etc. In the case of detecting measurements in scientific
documents, the inline-text usually contains the textual elaborations
of the findings as well as relevant quantitative information. An
automatic extraction of such quantitative information could prove
to become indispensable as it will quickly lead to the relevant infor-
mation by reducing the processing time. Moreover, it also enhances
and accelerates empirical activities [9].

Publications are usually well-written for human readers, but
not for digital extractors. In order to identify and extract relevant
quantitative information automatically there are a lot of factors
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that need to be considered, e.g. writing styles, variation of expres-
sions and abbreviations [8] as well as the problem of matching the
measurement entity, e.g. MAR, with the corresponding quantity
information, like "44д cm−2 yr−1". There are numerous ways to rep-
resent such information, which need to be considered accordingly
and may broaden the scope of the process [1]. In addition, spatial
and temporal tagging of quantities is very important in various
fields of science as well, as they help in understanding the quantities
and their characteristics in depth. In marine geology, for example,
there are measurements that could also exhibit spatial characteris-
tics beside quantitative information, e.g. mass accumulation rate
and sedimentation rate. The reason we target these particular quan-
tities is their importance in the respective field, as the extraction
of these quantities may contribute towards future findings, which
makes them a suitable candidate for experimentation [1] [12].

In this paper, we introduce a framework named Geo-Quantities,
which focuses on the extraction of quantitative and spatial infor-
mation from scientific publications. Furthermore, the extracted
information will be illustrated by a visualisation module, which
offers an interactive interface. Without loss of generality, the focus
of this work will be on marine geology.

2 RELATEDWORK
Parsing measurements in data sets across different domains is a well
known research problem and many techniques have been proposed
over the years to address it. Popular approaches include regular
expressions, knowledge bases, supervised machine learning, and
hybrid approaches. Regular expressions are usually combined with
additional approaches, for example with knowledge bases such as
thesauri or ontologies, however in such approaches the system
must first be filled with available knowledge [13]. Recently in 2019,
an unsupervised rule-based approach was proposed that identifies
units in source data and provides a corresponding semantic repre-
sentation based on NASA’s QUDT (Quantity, Unit, Dimension and
Type) ontology using Arpeggio as a grammar parser [11].

In a supervised machine learning-based approach, measurement
parsing is usually formally defined as a sequence labelling problem
encompassing a variety of tasks, e.g. part-of-speech (POS) tagging
or named-entity recognition (NER) [13]. Most of the existing tools
are trainable, which means that they are able to automatically learn
complex features and adapt parsing rules from training data. On
average, ML-based systems achieve better results in comparison to
rule-based systems, especially in terms of recall, with conditional
random fields (CRFs) being the most popular metadata extraction al-
gorithm. A study on the parsing of bibliographic references showed
that the most powerful standard tools are GROBID, followed by
CERMINE and ParsCit. All of these tools implement CRF-based
learning algorithms [13].

GROBID is an open source machine learning library for extract-
ing, parsing and re-structuring raw documents into structured
XML/TEI encoded documents based on CRFs with the possibility to
use various deep learning architectures for sequence labeling, such
as BERT-CRF [10]. Furthermore, there exists already a GROBID-
based module called Grobid-quantities, which extracts physical
measurement expressions from text documents and normalizes

them to the base SI unit [8]. Similarly, GPT-3 [3] provides a model
that is adaptive to specific scientific documents.

Marve is a framework built on Grobid-quantities, that extends
existing techniques in NLP and word processing to extract the
context around measurements in natural language, such as related
entities and descriptors [9]. Marve uses Grobid-quantities to deter-
mine measurements, units and the “quantified” substance. CoreNLP
is then used to link measurements to related words in the sen-
tence using CoreNLP word dependencies and POS tags. Recently,
Grobid-quantities has been used as an extraction module in various
fields of science, e.g. the detection of astronomical entities [6], and
the detection of superconducting material names and their critical
temperature [7].

All the above stated applications are domain specific and only
serve our purpose to some extent. Out-of-the-box it is not possible
to detect location- or time-related context. So the idea here to test
such systems for complex measurements i.e. mass accumulation
rate and sedimentation rate which might contain derived measure-
ment information as well as spatial and temporal context. So far, to
the best of our knowledge there is no framework that can detect
and extract measurements with associated spatial and temporal
references from text.

3 PROPOSED SYSTEM
Our proposed framework Geo-Quantities, as shown in Figure 1, fo-
cuses on the main tasks, i.e. the extraction and visualization phase.
The extraction module focuses on the intermediate steps regard-
ing extraction of quantitative, spatial and temporal information (if
available) from text sources. The visualization module is responsi-
ble for combining all the information from the extraction module
and visualize it in an interactive and informative way to users.

Extraction

Measurement
Extraction

Quantities / Units

Visualization

Provide retrieval functionality
and visualize data on a map.

Query interface  and
map visualisation

Geo-Quantities

Linking
measurements with

spatio-temporal
entitiesSpatial

Extraction
Geo-Coordinates / Region

Temporal
Extraction

Timestamp / Interval

Input Documents
(Text/PDF)

Pre-
processing

Figure 1: Geo-Quantities system overview.

Since we deal with scientific publications, with PDF being the
primary publication format, the ability to process PDF documents
is essential. Information can be extracted from the headings, in the
running text, or in tables and figures. The input data is therefore
pre-processed, and the titles, sections and paragraphs are parsed,
whereby we first focus on the inline text. Apart from software
that only offers certain analysis functions, there are also tools with
which metadata and logical structures can be generically extracted
from PDF, e.g. the GROBID framework on which our implementa-
tion is based. It has full support for extracting data from PDF and a
well-documented integrated workflow for preregistering training
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data, as well as training and evaluating ML models. Among the var-
ious tools available, the choice of GROBID is particularly justified
by the fact that the project is open source, under active develop-
ment, and can be considered as production ready. Deployments in
production include ResearchGate, HAL Research, CERN, and many
others [10].

3.1 Extraction
The extraction module incorporates the pre-processed text as in-
put, so to carry out the measurement extraction and spatial and
temporal extraction in parallel. For context extraction, analogous
to the conception of Grobid-quantities, Grobid-astro or similar ex-
tensions, we have created a new model only with labels regarding
our domain-relevant location or temporal information and apply
this cascaded to sections that are identified by GROBID’s full-text
model, so that the training data for your new labels are indepen-
dent of the training data for the full-text model. The extraction
of measurements, i.e. quantities and units, is based on the Grobid-
quantities module. The module’s unit CRF model operates at the
character level and uses a unit lexicon to highlight known units or
prefixes [8]. Even more complex, unknown units can be extracted
by deriving simple units.

While the CRF models of the module achieve good evaluation
results with respect to many measurements – mostly with common
units – the detection of various specific units, such as the MAR,
is not directly possible. For example, the frequent use of the unit
yr (year) is not detected by the default model, so that from input
texts such as 42дm−2 yr−1 only the first part is recognized, result-
ing in 42дm−2. This is due to the variety of different expressions
of MAR units in the scientific publications, missing annotation
schemes and proper MAR unit handling as well as the lack of cor-
responding annotations in the Grobid-quantities default training
data. The 35 scientific documents from various domains, which
were used for training and evaluating the CRF models of Grobid-
quantities, obviously cannot contain sufficient annotation of all
domain-specific complex units. In their analysis, the authors of
the module themselves identify the need to provide more complex
examples in the training data sets, because it turns out that the
distribution is skewed towards simple units [8]. Statistically, these
simple units occur more frequently and with less variability.

For this reason, we first expanded the module by adding new
training data using a corpus of scientific publications relevant to
the application area, and then annotated the expressions of the
MAR and sedimentation rates in the generated TEI training set.
We target occurring terms MARs and sedimentation rates with
units that consist of combinations of units for mass (mд, д, kд),
area (mm2, cm2,m2), time (yr , Kyr , a, Ka,Ma) and length (mm, cm,
m). An example of a MAR measurement could be 42д cm−2 yr−1, a
sedimentation rate could be 42 cmyr−1. The necessary custom units
for the annotation process and the normalization step are handled
by the external Java library Unit of Measurement [4]. The newly
trained models are then used for the measurement extraction.

For the extraction of spatial features from documents, the entity-
fishing module based on Grobid-ner handles the recognition of
various entities related to places and/or well-defined regions, among
others [5]. With locational features extracted from the document,

MAR Measurement #271842
Mass Accumulation Rate

  

Konstantin Stolpovsky, Stefan Sommer, Alexandra-Sophie 

Roy, Florian Scholz, Anna Plaß, Klaus Wallmann, Ulrike Lom-

nitz, David Clemens, Christian Hensen,and Andrew W Dale. 

2018.  An experimental and modeling investigation ofsedi-

ment nutrient cycling during further deoxygenation on the Pe-

ruvian margin. (2018). [PDF File]

36.127018, 18.105229

2021-04-13









Extracted from

Figure 2: Prototype interface.

the user can thus explore spatial patterns and gain more insights
from the actual data.

Finally, all classified measurements will be appropriately linked
to the extracted location and time information, by adding the la-
bels that appear closest to the measurements. If no close context
information is identified, we use fallback data such as the year and
place of publication.

3.2 Visualization
The visualization component (user interface) covers the primary
use cases, namely a) spatial selection of measurements shown on
the map b) showing the measurement details and metadata, and
c) showing the referenced sections in the respective documents
and highlighting the corresponding entities. Therefore, the context-
enriched measurements are visualized on an interactive map, which
enables direct access to the extracted information and the refer-
enced source documents.

The measurements can also be filtered based on the linked time
information. A prototype interface is illustrated in Figure 2.

3.3 Architecture
The architecture of our proposed system is shown in Figure 3
and follows a monolithic approach, although all components have
clearly defined interfaces and could therefore be expanded for
microservice-oriented operation.

GROBID
Quantities

Trained with MAR
annotated data

entity-fishing
Based on grobid-ner

Application
Headless Webservice

Postgres
Store extracted data

Geo-Quantities
Server-side

HTTP/8060HTTP/8090

NGINX
Serve JS app

HTTP/8080

Data Index
Allow fast retrieval

Proxy
Proxy Application API

HTTP/80
HTTPS/443

Storage

Extraction
Webserver

Client
Client-side

Javascript Framework
Visualization

Leaflet
Interactive Map

OpenStreetMap

Embed

Filestorage

Figure 3: Proposed system architecture.

The extraction is carried out on the server side, with identified
entities being linked accordingly by the main application and, de-
pending on the data type, stored in a corresponding database and
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indexed for faster querying. This extraction module based on GRO-
BID can be modified to be used with a pre-trained GPT-3 model,
as well, e.g. for a comparative study on entity extraction methods.
The application itself is designed as a web service. We have largely
designed a headless application that provides a corresponding API
that allows for interaction with the web service. On the client side, a
reactive application accesses the interface described. It provides the
user interface with all measurements populated on an interactive
map view based on the open source JavaScript library Leaflet.

4 DEMONSTRATION
The demonstration focuses on the effectiveness and scope of Geo-
Quantities. The primary objective of the proposed work is to de-
velop a framework, which can extract complex measurements and
their linked information from domain-specific text, i.e. relevant
scientific publications.

In our scenario, we consider marine geology related measure-
ments to test the significance of our proposed framework. Normally
the picked measurements, i.e. mass accumulation rates and sedi-
mentation rates, are collected at measurement stations or vessels
at various geographical locations and assembled in scientific publi-
cations. Hence the extraction of such information from inline text
is not the only case here, but we also need to handle and structure
the necessary information linked with each extracted value. As a
result, these values could have great impact and importance for
later relevant experiments. We believe Geo-Quantities will prove
useful for many researchers since this framework can provide them
targeted measurements, e.g. MARs, and its context by linked infor-
mation. Geo-Quantities can provide answers to questions including
(but not limited to): Where has MAR been measured? What are
the values of these readings? When were the MAR readings taken?
What are related articles or references (metadata)? Moreover, the
proposed visualization module will incorporate the measurements
as well as any recognized associated spatial and temporal informa-
tion and populate it on an interactive map, in order to concisely
present useful information for domain experts. We envision to use
Geo-Quantities to create a map of MARs. This MAR map would
benefit the whole marine geology research community and could
bring new features to light as well as it could help the research
community to solve the more complex puzzles.

5 SUMMARY AND FUTUREWORK
The proposed framework tackles a challenging and exciting prob-
lem due to its diversity, since it targets heterogeneous measure-
ments, which exhibit quantitative and spatial as well as temporal
context. Furthermore, Geo-Quantities also showcases the extracted
information in an interactive interface for a visual experience.

Geo-Quantities could emerge as an potential candidate in nu-
merous fields of science in various capacities. Initially it can be
used to handle domain specific measurements and in the future
be extended by integrating general NER approaches, which could
further enhance its reach and make it more adoptable. Furthermore,
extraction module can be enhanced to do automatic extraction of
measurements by automatic rule learning methods that exploit
different features of scientific text.
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